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ABSTRACT

We adress the problem of online detedion d unanticipated
modes of mechanicd fail ure given a small set of time series under
normal condtions, with the requirement that the ahomaly
detedion model be manudlly verifiable and modifiable. We
spedfy a set of time series feaures, which are linea combinations
of the arrent and past values, and model the dlowed feaure
values by a sequence of minimal boundng boxes containing all of
the training trajedories. The model can be cnstructed in O(n log
n) time. If there ae & most three feaures, the modd can be
displayed graphicdly for verificaion, otherwise atable is used.
Test time is O(n) with a guaranteed upper bound oncomputation
time for eah test point. The mode compares favorably with
anomaly detedion algorithms based on Euclidean distance and
dynamic time warping on the Space Shuttle Marrotta fuel control
valve data set.
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1. INTRODUCTION

In 19% an Ariane 5 rocket self destructed during launch becaise
the primary and badkup flight control units had identicd software
errors. In eah procesoor, a 64 ht floating point number was
assgned to a 16 ht integer, raising an unhandled Ada overflow
exception and Helting it [1]. In 1999the Mars Climate Orbiter
was lost when enginea's snt navigation commands using English
units, while the spacecaft was expeding metric units [2]. In
2004 half of the data sent by the Huygens probe to Titan was lost
because one of two receaver channels on the Cassni mother craft
orhiting Saturn was not turned on de to a software aror [14].

We ae given the task of automating the detedion of medhanicd
failures in the Marrotta fuel control valves used in the space
shuttle. Because not al failure modes can be anticipated, this is
an ided task for time series anomaly detedion: train amodel on
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known good dhta, estimate the probability distribution, and assgn
a likelihoodbased score to new sensor data. However, NASA is
keenly aware of the consequences of software arors on a manned
spacecaft. Therefore a requirement of our projed is that the
model be transparent. It is not enough that we demonstrate the
ability to deted anomalies caused by simulated fail ures in the lab.
Engineas aso want to know what the modeler leaned, and if
necessry, manualy update the mode using domain spedfic
knowledge. Unfortunately, many good time series anomaly
detedion agorithms produce opague models that are difficult to
analyze

Our goal isto produce a anomaly detedion system whaose model
is transparent. In addition, testing must be online, fast, and
generalize when given more than ore training series. By online,
we mean that ead test point recéves an anomaly score, with an
upper bound oncomputation time. We accet that there is no
"best" anomaly detedion agorithm for all data, and that many
algorithms have ad-hoc parameters which are tuned to spedfic
data sets. Therefore our subgoal is to provide tods to make this
tuning easier on a given data set. The software that alows this
capability isnot diredly discussed in this paper.

Our approach is to dfer a set of models based on feaure
trajedory paths, becaise these models can be visuaized in two or
threedimensions, or coded as rules which can be adited in higher
dimensions. A feature is defined as a linea combination o
present and pest vaues (a digita filter), for example, a time
lagged copy, aderivative, or asmoothed signal. Thus, afeaureis
aso atime series. Given d fedures, a signa traces a path or
trajedory through d-dimensional feaure space Theideaisthat a
test series doud follow a similar trgjedory to that of a known
good training signal, or at least be nea the training trgjedory at
al times. An enginea may choose to approximate the trgjedory
using straight line segments or a sequence of boxes for
performance reasons. There may also be more than ore training
series, in which case we can construct a model which encloses all
of thetrgjedories.

Our main contributions include:

- we propcse two anomaly detedion methods based on
models that are transparent/editable, generalizable from
multi ple training time series, efficient during testing, and
provide online scoring during testing;

- our empiricd results from the NASA shuttle valve data

indicate that our methods can detead similar or more
abnarmal time series than three existing methods.



The rest of the paper is organized as follows. In Sedion 2 we
discussrelated work. In Sedions 3 and 4 we introduce path and
box modeling respedively, along with efficient algorithms for
generating approximations. In Sedion Swe present experimental
results with the NASA valve data set. In Sedion 6 we conclude.

2. RELATED WORK

One view of time series anomaly detedion is that of a macine
leaning or modeling task. Given a training set X of time series
with an urknown probability distribution P, the task isto estimate
P. Then given a new time series y, we assgn an anomaly score
inversely related to P(y). Ypma [15] surveys sme important
techniques, such as Bayesian models, neural networks, and
suppat vedor machines, and applicaions to the detedion o
fail uresin rotating machinery using vibration sensors

Dasgupta and Forrest [4] uses an immundogicd approach. A
time series is quantized and chopped into fixed length strings of
severa symbols. A randam set of strings is generated. Any
strings which match the training data ae removed. The remaining
strings form an anomaly model. If a test signa matches any
strings in the model, then an darm is sgnaled. This technique
was $own to deted simulated fail uresin amilli ng machine.

Keogh approacdhes the problem as that of finding a dissmil arity
function D(X, y) between a (normal or good) training series x and
atest seriesy [7]. Viewed this way, we avail ourselves of the vast
body of reseach in related data mining topics such as
clasdficaion, clustering, and seach. The simplest measure is
Euclidean distance
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where baoth series have length N and xg, X, ..., Xy are the N values
of x. In some gplicaions, we normalize x and y to have zero
mean and urit standard deviation. Two disadvantages of this
measure ae that the series must have equal length and it is
sensitive to shifts in time. Dynamic time warping (DTW)
overcomes these problems by finding the minimum Euclidean
distance when the data points of both series may be shifted
arbitrarily in time (but maintained in order). DTW is defined
recursively asfollows:

DTW(X,y) =D, y) (3]
where

D(x, ¥)) = (% - y,)?
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and Xi1 means the sequence Xy, X, ..., X and D(X, y) is infinite if
either x or y isempty. A warp pah isthe set of (i,j) from (1,1) to
(m,n) such that if all x are aligned with y; by shifting them in time,
then DTW(X, ) = Deuciin(X, ¥)-

A disadvantage of DTW is that computation time is O(mn).
Various fast approximations have been proposed. For example,
Salvador [10] describes FastDTW, an approximation to DTW in
which the warp path is estimated as successvely higher

resolutions and the seach is constrained within a radius of the
previous estimate.

Many other distance meeasures have been propcsed. In an
exhaustive test, Keogh and ahers at UCR implemented abou 50
proposed dstance measures pullished over a 10 yea period and
evaluated them on a variety of data mining tasks on alarge @rpus
of time series from diverse domains [7]. The rather surprising
finding is that while many of the propased measures improve over
existing techniques on the spedfic data sets on which they were
tested, nore did better than namalized Euclidean dstance over
the entire data set.

Keogh also proposes a very general method which does
outperform Euclidean dstance on this diverse set: a @mpresson
dissmil arity measure, or CDM [8], defined as:

C(xy)
C(x) +C(y)

where C(x) is the cmmpressed size of a symbdic (SAX)
representation d x, saved as a file and compressed with an off-
the-shelf compressor such as gzip. The idea is that CDM
estimates the information shared by x andy. If the two series are
identicd, then a compressor can store y as a reference to x, 0
C(xy) C(x) and CDM(x, y) x andy are unrelated, then
the cmpresor canna use knowledge from x to model y, so C(xy)
C(x) + C(y) and CDM(X, y)

CDM(x,y) =

2.1 Feature Trajedory Models

Some proven and kroadly applicable techniques such as CDM and
neural networks siffer from opadty. Itisnot at all clea from the
state of a data cmpresgon program or the trained weights of a
neural network exadly what has been learned. Our work is based
on trajedory modeling in feaure space & described by Povinlli
et. d. [9]. Povinelli extraded d fedures of a time series, which
are simply time-lagged copies of the data delayed by t, 2t, 3t, ...
dt, and d and t are parameters. The density in d-dimensiond
fedure spaceis modeled hy clustering the training points and
using a Gausdan mixture model to approximate the dusters. A
test point is evaluated by its distance (in standard deviations) from
the neaest cluster. The model was shown to classfy phoremesin
speed, deted arrhythmias in ECG traces, and deted mechanicd
fail uresin amotor simulation.

Generating a Gausgan mixture model requires a slow, iterative
process. Vlados et. al. [13] describe a minimum boundng
redangle (MBR) clustering algorithm that runsin O(n log n) time
that is nealy identicd to the one used in ou system. A sequence
of n paints in feaure spaceis first approximated by a sequence of
n — 1 baxes, eat enclosing a pair of adjacent points. Then pairs
of adjacent boxes are merged by gredlily sdleding the pair that
minimizes the increase in volume dter merging. The dgorithm
for modeling the sequence of n paints xy, Xy, ..., X, using k boxesis
asfollows:



MBR(X1..n , K)

Foreachiin[1,n -1] do
X i =merge( Xi, Xy1)
Deletex 4
While n >k do
Find i minimizing
V(i, i+1) —-V(@) - V(+1)
(minimize increase in volume)
X i :=merge(X i,X 1)
Delete x i+1
Return x = x 1.k

Fig. 1. MBR Algorithm.

In the MBR algorithm, merge( x, y) means to replacepoints
or boxes x and y with the smallest box that encloses baoth, V(i)
means the volume of x;, and V(i, i+1) means the volume of
merge(X i, X i+1). Visthe increase in volume that would
result from merging. Deleting an element x; implicitly deaements
n.

—» B+C

Fig. 2. Merging boxesB and C in the MBR algorithm.

MBR can run in O(n log n) time by storing the boxes in a heg

V, the increase in volume that would result from
merging it with the next box. In ahea, the dements are stored in
a balanced hinary treesuch that at ead noce the parent is snaller
than the two children. Each nock x; also stores pointersto x;_; and
X1 to form a douly linked list. When the box at the root of the
heag is merged with its neighbar, the two dd baxes are removed
from the hea, the merg V of the two
neighbars of the new box are updated, requiring them to be sifted
up a down the hegp. Each o the heg operations takes O(log n)
time.

2.2 Geko

In ou ealier work on the NASA valve data [5], we used the
Gedko algorithm [11] to creae abounded redangle model. The
Gedko model is more mmplex and lessefficient than MBR in the
training phase, but our interest isin the mrrednessof the model
and efficiency in the testing phase. Gedo uses 3 dmensions of
feaure space: the origind signal and the first and second
derivatives, ead o which is snoothed by a low passfilter. The
trajedory is then segmented in feaure spaceusing a bottom-up
clustering agorithm. Next, RIPPER [3] is used to generate a
minimal rule set which separates the dusters. Each rule

corresponds to ore surfaceof one box, for example "if segment =
3 then feature2 < 2.5". It is possble to define one segment by
several boxes, and some boxes may be open on some sides.
Gedo, like MBR, satisfies our criteria that the model be
comprehensible. The feaure space ca either be visuadized in
threedimensions, or expressed as a set of if...then rules.

During testing, a state macdhine is constructed such that ead state
corresponds to ore trgjedory segment, plus one aror state. A
trangition to the next state occurs if the number of conseautive
points stisfying the rules for the new state (falling within ore of
the boundng boxes) exceels a threshold. An error occurs if the
number of conseautive points stisfying neither the airrent nor
next state exceedls a secnd threshold. Both thresholds are user
defined parameters.

Gedko has bean extended to handle multiple training series. Firt,
the series are digned by DTW or FastDTW. Next, the digned
series are averaged. Then the averaged series is sgmented as
before. Finaly RIPPER is applied to separate the points in the
origina series that align with different segments in the merged
series.

3. PATH MODELING

Our work in time series modeling fall s between two extremes. At
one end, we have asingle training series, and we mmpute the
distance from it using some function. At the other extreme, we
have alarge set of training sequences (or a single series with
thowsands of cycles) which we model using a probability
distribution in a fegure space ad then estimate the probability of
the test series. The NASA valve data set is one example of a data
set that fallsin the middle. We have one to four "normal” training
series from which we generalize to a model. Our approach is to
construct a model that encloses al of the training trajedories and
the space"between" them.

We describe two representations that approximate this gace path
modeling and box modeling. For path modeling, we store the
training trgjecories and test whether the sensor data fall s between
or nea these paths. For box modeling, we a@nstruct a sequence
of boxes enclosing al of the training paths, and test whether atest
point fallswithin or nea these boxes. We describe path modeling
inthis £dion, and box modeling in Sedion 4

For the cae of a single training path x in d-dimensional fegure
space and apoaint y; in atest seriesy, we could assgn an anomaly
score D(x, y;) equal to the square of the Euclidean distance
between y; and the neaest paint in x.

d
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where X, denates the value of the k'th feaure of thei'th pant in x.
This measure would have two problems. First it is inefficient
because the testing time would be O(dn) per test point (or O(n)
best case if we test the neaest paints first). Seand, the score
would be norzero even for the cae of atest path following the
training path exadly, becaise x is smpled and y; could fall
between the sample pointsin x. Addressng the latter problem by
increasing the number of samples would make the first problem
worse.

Our approach is to modd x using a piecavise linea
approximation d k — 1 straight line segments defined by k



vertices, where k is a parameter. Then we define D(x, y;) to be the
square of the Euclidean dstance between y; and the neaest point
in the gproximation d x. The wmputation time is now O(kd),
where k << n. Computing the distance between a paint and aline
segment is more cmplex than computing the distance between
two paints, but is gill O(d).

Depending on the domain, we might require that the test signal
follow the same trgjedory as the training data in the same order.
This restriction, which we cdl sequential testing, is used by
Gedko and is appropriate when we require the training and test
series to have the same overall shape, while still allowing time
shifts.  Suppose that the line segment (X, X.+1) is the dosest
segment to test point ;. Then it is only necessary to test the next
paint, yj:1 by computing the distance to the aurrent and rext
segments, (X, X+1) and (X1, X+1).- We maintain i as a State
variable and set it to the index of the dosest segment. Thetimeto
compute D(X, y;) is now O(d). Other variations are possble, such
as aso testing the previous sgment to dlow badkwards
movement.

Path modeling can be extended to multiple training series in a
number of ways. For example, we @uld use 1-neaest neighbar
modeling, in which the anomaly score is the square of the distance
to the neaest path. If our training set is limited, it may be
desirable to test whether a paint lies "between" the training paths.
Depending on hav we define "between”, this can lead to difficult
cdculations. We use the foll owing definition, which is an easy to
compute approximation. Given p paths and atest point y;, we find
the neaest point on ead path, and then find the small est box that
will enclose dl p neaest points. If y; is inside this box, its
anomaly score is zero. Otherwise its ore is the square of the
Euclidean dstance to the box (Fig. 3). For a single path, this
reduces to finding the minimum Euclidean distance from the test

point to the path.

Fig. 3. Computing distanceto multiple paths. Point A is
inside the box enclosing the three points nearest to it, so its
score is0. Point B isoutside the box enclosing the three points
nearest toit, so its sore isthe distancesquared to that box.

The test time mmplexity of multiple path modeling is O(pkd)
given p paths, k segments per path, d dimensions and stateless
modeling (testing al path segments). Run time improves to O(pd)
using sequential testing and maintaining a nearest segment state
for ead path. Later in Sedion 4 we will eliminate the O(p)
penalty by approximating the training paths with a sequence of
boxes that enclose them.

3.1 Path Model Generation

To approximate x with k — 1 line segments defined by k vertices,
we use a grealy bottom-up approach.  The vertex removal
algorithm removes n — k vertices. Referring to Figure 4, the dfea
of removing vertex B in the sequence ABC is to replacethe two
line segments AB and BC with the line segment AC. Thisinduces
an error, which we define to be |JAC|BB'?, where |AC]| is the
length of segment AC, and BB is the distance from B to B', the
neaest point on segment AC. The justification for this definition
is that if we were to test the training data on itself, then the
measured anomaly score would be propational to our proposed
measure, whil e the true anomaly score shoud be zeo.

Fig. 4. Removing vertex B induces an error approximated by
|AC||BB'|?

An improvement to vertex removal is path fitting, in which, after
removing B, we shift A and C a distance of |BB'|/4 in the diredion
from B' to B (Fig. 4). If the path is snoath with a gradual curve,
then this has the dfed of reducing the aror becaise the new
segment A'C' is a better fit to ABC than the originad AC in the
vertex remova algorithm. An optima shift for AC alone would
be |BB'|/2, but this would induce too much error in the segments
adjacet to A'C.

Fig. 5. Path fitting. After removing vertex B, A and C are
shifted 1/4 the distancefrom B’ to B to reducetheinduced
error.

The dgorithm for path fitting is given in Fig. 6. The inpu is the
sequence of n vedors x;..X, in d-dimensional fegure space ad
the desired number of vertices, k. The dgorithm runs in O(n log
n) time by storing the vertices in a doully linked hegp, as in the
MBR algorithm. The vertices are sorted by error with the small est
at theroot. When avertex isremoved, the stored errors of the two
neaest neighbas on eat side ae updated, and they are sifted up
or down to restore the heg property. The vertex remova
algorithm is identicd to peth fitting except that the shift is zero



and orly one neighba on eat side of the removed vertex neeads
to be upchted.

path_fit(  X1... Xn,K)
while n >k do
find i minimizing error( Xi)
b := point on (Xi-1, Xi+1) nearest  X;
shift = =( Xi — b)/4
Xi-1:= Xj.1+ shift
Xi+1 1= Xj+1 + shift
( Xiew Xp-1):=(  Xis1 ... Xn)
n =n -1
return ( X1eee  Xk)

Fig. 6. Path fitting algorithm

4. BOX MODELING

Building a box model follows the MBR agorithm described in
Sedion 2 with two modifications. First, instead of merging two
boxes into ore, we merge three boxes into two. Sewond we
model multiple paths by first constructing a box model of one
path, then expanding the boxes to enclose the other paths. In
addition, testing differs from MBR in that the test series is not
also converted to a box model. This allows us to assgn an
anomaly score to ead test paint online.

Box merging is $wown in Fig. 7. We first find the box whose
removal results in the smallest increase in volume (ignoring
overlap between noredjacent boxes). Then to remove the box, we
expand the two neighbaring boxes just enough to include the
center of the removed bax. We cdl thisalgorithm MBR3.

| |

Fig. 7. When box B isremoved in MBR3, boxes A and C are
grown to enclose the center of B.

The intent of MBR3 isto produce amore uniform distribution o
box sizes than MBR. (However we did na test this, nor clam
that we succealed). However MBR3 has the disadvantage that
the origina path is no longer guaranteed to be enclosed by the
new boxes. This occurs when the original path does not pass
exadly through the center of the removed box.

The secnd modificaion is to expand the k boxes that
approximate the first training path to contain al of the remaining
p - 1 paths. Thisis dore in two passs for eat path. First, we

label ead point in the path with the box that is closest to it. In
the second msswe expand the boxes to enclose the paints with
matching labels. We do this one path at atime to reduce the space
complexity between passes from O(pk) to O(k). Two passs are
required becaise mnseautive points in a path tend to be dose
together, which could result in a pathologicd model in which a
single box grows in small steps to enclose the entire dataset. The
agorithmisgivenin Fig. 8..
box_expand(X 1..X kY 1..Y n)
(x: sequence of k boxes)
(y: sequence of n points)

(output: x expanded to enclose y)

for each y j

I j=itx jis closestboxtoy i
for each y j

expand x j toenclosey i

Fig. 8. Expanding box sequencex to enclose path .

We recommended that the first path (the inpu to MBR3) be
included in the box expansion step, even if it is the only path.
This lves the problem mentioned ealier in which the path may
lie dlightly outside the box model.

Note that the box model depends on the order in which the paths
are presented. We recommend that the most "average" path be
used as theinitial input to MBR3, and to present the outlier cases
last

5. EXPERIMENTAL RESULTS

In this sdion, we @mpare path and box modeling with
Euclidean dstance DTW and Gedko+RIPFER on the NASA
valve dataset. The purpose of the experimentsisto show that it is
possble to construct working anomaly detedion systems based on
path or box modeling for this data set.

5.1 NASA Valve Data Set

The NASA vave data set [5] consists of solenoid current
measurements recorded onMarrotta series MPV-41 valves as they
are remotely opened and closed in a laboratory. These small
valves are used to aduate larger, hydraulic valves that control the
flow of fuel to the spaceshuttle engines. Sensor realings were
recorded using either a shurt resistor or aHall effed sensor under
varying condtions of voltage, temperature, or blockage or forced
movement of the poppet to simulate fault condtions.

There ae several data subsets, of which two are suitable for
testing anomaly detedion systems. These ae the TEK and VT1
(voltage test 1) sets. The TEK set contains 4 nama and 8
abnama time series. The four normal traces are labeled TEK 0
through TEK 3, and vary dightly in the degree of badground
noise, duration o the "on" cycle, and average arrent during bath
the "on" and "off" portions. The énamal series (TEK 10
through 17 were generated by restricting or forcing the
movement of the poppet, which has the dfed of changing the
shape of the rising and falli ng edges of the waveform. All of the
waveforms consist of 1000 samples at a rate of 1 ms per sample.
The tracebegins at time -0.1s. The valve is aduated at time 0,
and ceadivated at various times, typicdly around time 0.2s to
0.3s. The "on" current is approximately 4 in urspedfied urits.



The "off" current is approximately 0. Measurements are
quantized with aresolution o 0.04. In ou experiments we do nd
use TEK 4 through TEK 9 because these ae partial waveforms
with different sampling rates.

Figure 9 shows threetypicd waveforms, TEK 0, 10, and 16 TEK
0 is normal. The spikes on the rising and falling edges of the
waveform are due to induced voltage caised by movement of the
solenoid magnet during opening and closing of the poppet. In
TEK 10, the poppet is blocked, so these spikes are dsent. In
TEK 16, the popyet is initialy blocked, then released duing the
midde of the "on" cycle, causing a temporary dip in the airrent.
It lacks a spike on the rising edge, but has a normal spike on the
falling edge.

Fig. 9. Concatenation of TEK 0, 10, and 16.

In addition to these differences, there ae aso dfferences
unrelated to valve failure. TEK 0, 1, and 15have a500Hz signal
with amplitude 0.24 as a badground signd, visible in the first
waveform as a doule line. TEK 0 also has a large 2 ms
aternating current spike & the start of the falling edge (not visible
at this <de) that is absent in the other traces.

The second dita set isthe VT1 set. This consists of 27 time series
recmrded under varying condtions of voltage, temperature, and
poppet blockage. Each seriesis 20,000 samples over aperiod o 2
seonds. In al cases the valve is aduated at time 0.5 sec and
deadivated a time 1.3 sec For eah series there ae two
readings, the first with a shurt resistor and the second with a Hall
effed sensor. In ou experiments we use the Hal effed
measurement because it is lessnoisy but otherwise identicd. The
"off" current is approximately 0 A. The "on" current ranges from
0.42 to 108 A, increasing with voltage and deaeasing with
temperature (due to increased resistance of the solenaid coil). The
voltage ranges from 14 V to 32V in steps of 2 V a room
temperature (21C or 22C). At 4V steps (16, 20, 24, 28, 32) there
is an additional recording for high temperature (69C to 71C) and
one reording ead for a poppet impedance of 4.5 and 9 mils.
There ae three runs under normal condtions at 32 V, but only
one run for all other test condtions. The poppet fails to open at
14V andat 16 V at high temperature.

In this paper we use the following notation to refer to VT1 traces:
V for voltage, T for high temperature, i45 a i90 for 4.5 or 9.0 mil
impedance For example, V24i45 denotes 24 V and 45 mil
impedance V32T denotes 32V and high temperature.

5.2 Experimental Procedures and Evaluation

Criteria

We test ead proposed anomaly detedion algorithm on the TEK
and data sets. |n ead case we train the model on a proper subset
of the training data, assgn anomaly scores to al of the traces, and
compare the normal and abnarmal scores.

We say that an abnarmal traceis deteded if it has a higher score
than all of the normal traces, whether those traces were included

in the training set or not. We evaluate an anomaly detedion
system by the number of detedions.

We evaluate the foll owing algorithms.

Euclidean model (equation (1)), with and withou
normali zion.

DTW (eguation (2)), with and without normali zation.
Gedko with default parameters (tuned to TEK 0-1).

Path modeling with parameters tuned for best results.
Box modeling with parameters tuned for best results.

The VT1 set does not label the data & normal or abnarmal. In
our experiments we define "normal” to be the set of traces at low
temperature with noimpedancein the range 18V to 30V. Thus,
there ae 7 nama traces: V18, V20, V22, V24, V26, V28 and
V30. We usethe VT1 set to test the capability of Gedko, path and
box modeling to generalize to urseen voltages given a subset of
the normal voltages, and to deted temperature and impedance
anomdies at unseen voltages. This test arrangement is not
suitable for testing Euclidean distance or DTW becaise they
canna generalize

By adjusting the threshadld on the anomaly scores, different
detedion and false darms rates can be obtained. For this gudy,
we thocse athreshold that yields no false darms. That is, the
threshold is set to be higher than the axomaly scores obtained
from the normal traces (including those that are not used in
training). In pradicethis is reasonable because normal traces are
readily available for tuning the threshold and urforeseen bad
traces are not avail able.

5.2.1 Euclidean Distanceand DTW

Euclidean modeling requires that the time series be digned.
Redl that only the rising edge of the TEK waveforms are
aligned. Wetest two solutions to the TEK alignment problem.

Test therising edge only.
Manually align the falli ng edge.

To test the rising edge only, the series are truncated at time 0.1s,
at which pant the "on" current has gabilized. To align the falling
edge, we insert copies of or remove samples at time 0.1s to aign
the fali ng edge to 0.2s and then truncate & time 0.78s.

5.2.2 Geclo+RIPPER

We tuned the Gecko parameters to produce the best results we
could find onthe TEK data set: a conseautive aror threshold of 5,
a onsecutive next state threshold of 1, a smoothing window of
size 2, and a derivative window of size 11 (5 before and 5 after).
Although a Gedko model can be alited, we did na do so.

Gedo is designed to give a pasdfail result. The test data
determines the trangitions in a sequential state machine, which
either goes to an accepting state or an error state. However, the
current version will also produce a anomaly score using a rather
complex agorithm which we outline here; see[12] for details.
The modificaion is to run as a "nondeterministic* state machine,
in which the state is the set of segments for which the test point
satisfies the rules. When a point fail s to satisfy the rules of either
the aurrent or next segment, that segment is removed from the set.
When the set is empty, Gedko goes into a recvery mode in which
it tests segments in an exporentialy growing window starting at



the last known matching segment. Gedo ouputs an anomaly
score & atime series which increases by 1 at ead step when the
set is empty and deaeases by 1/3 atherwise. Thefina scoreisthe
sum of these outputs.

5.2.3 Path andBox Modeling

We used the same fedure set for path and box modeling. For
feaures, we used the smocothed signal, and the smoathed first and
seoond dfferences to creae a3-D fedure space We chose the
first and second dfferences becaise they are intuitive (ead test
point shoud match the level, dope, and curvature of a training
point), but it is adualy the time lag in the smoathing filters that
makes the model work. The smoathing is also necessary because
the valve datais quite noisy. We seleded the filters based largely
on visua inspedion d the output, and found that additional
filtering is needed after eadh difference operation.

Spedficdly, we built the filters from two primitive dements, a
two tap low passinfinite impulse resporse filter, F, and a two tap
finite impulse resporee differencefilter, D. F is defined:

F(Xi) — (T - 1)F-E_X|l) +Xi

where T is the filter time onstant and x; is the inpu at time i.
F(xo) isinitidlized to 0. D is defined:

D(X%) =X - X,
Thethreefeaures are:
current= F(F(x))
d _current=F(F(D(current)))
d2_current=F(F(D(d _current)))

To make a distance measure meaningful, ead of the feaures
shoud play arole. In this experiment, we scde the threefeaures
to fit a unit cube, so that the training data always ranges from 0 to
1. Other approaches are cetainly posshle, such asnormalizing to
unit standard deviation, or spedfying the scding as parameters.

Smoacthing all ows the output to be subsampled at the rate 1/T to
speal processng with littl e lossof information. We do thisfor all
of our experiments.

Figure 10 shows a 3-D view of apath model. Our software dlows
the user to rotate the image with the mouse, making it easier to
visualize In the figure, the three dosely spaced loops are the
trgjecory path approximations of TEK 0, 2, and 3 ead
segmented by the path fitting algorithm with k = 25 segments.
The outer loop d conreded dds is the test path of TEK 16,
which has not been approximated. As can be seen, the points on
TEK 16 lie far from the threetraining paths. This model uses a
filter time constant of T = 4 mswith subsampling at the same rate.

Figure 10. Path modd of TEK 0, 2 and 3 with abnormal test
path TEK 16.

Figures 11 and 12shows the equivalent box model with k = 25
boxes. Figure 11 shows anormal test trace TEK 1, which closely
follows the model. Figure 12 shows the same énarmal test trace
TEK 16 as Figure 10, which again deviates from the model.

Fig. 11. Box model of TEK 0, 2, 3 with normal test path TEK
1.



Fig. 12. Box model of TEK 0, 2, 3 with abnormal test path
TEK 16.

Path and box modeling all ow testing with or withou a sequential
constraint. The parameter R seleds the number of path segments
or boxestested. Segments/boxes are tested in the foll owing order:
current, next, previous, second from next, or chosen at random.
Thus, R = 2 constrains the test data to proceal forward, R = 3
allows badwards movement, R = 5 allows escgoe from locd
minima. R = k tests all boxes or segments. Note that test time
complexity is O(Rpd) for path modeling and O(Rd) for box
modeling, where p is the number of training paths and d is the
number of feaures.

5.3 TEK Results

For the TEK data set, we label TEK 0 through 3 as normal and
TEK 10 through 17 as abnarmal. Results are given in Table 1.
Recdl that an abnamal traceis deteded if its <ore is higher than
al of TEK 0-3. The column Pct 1 gives the percent deteded out
of the 32 tests with ore training trace(8 for ead training trace.
The @lumn Pct 2 gives the percent deteded ou of the 48 tests
with two training traces for Gedko and peth modeling, or 96 tests
for box modeling. The number is higher for box modeling
becaise the training order is dgnificant. N/A means not

applicable.

Tablel. TEK test resultsusing 1 or 2 training traces.
Algorithm Pct 1 Pct 2
Euclidean, raw, rising edge only 69 N/A
Euclidean, normalized, rising edgeonly | 66 N/A
Euclidean, raw, edited full waveform 69 N/A
DTW, not normali zed 41 N/A
DTW, normalized 44 N/A
Gedo + RIPPER 47 65
Path T=5ms, k=25, R=4 ar k 100 100
Box, T=5ms, k=20, R=2,3,4,5,k 100 100

Table 2 liststhe namal traces not deteded by eat algorithm
when trained on ore trace

Table2. TEK missswith onetraining trace

Method TEK O TEK 1 TEK 2 TEK 3
Euc raw rise 1517 14,15 11,14, 15,17
1517
Eucnormrise | 14,1517 | 14,17 11,1315 | 1517
Euc raw edit 11,1517 | 12,14, 11,14,17 | 14,15,
15,17 17
DTW raw 15 15 101517 | 10-15,
17
DTW norm 15 15 10-15 10-15
Gedo 16 10-17 10-17
Path
Box

Table 3 lists the éonama traces not deteded when Gedko is
trained ontwo traces. The results only apply to Gedo becaise
Euclidean distance and DTW alow only one training trace and
because path and box modeling do nd missany anomalies.

Table3. Gedko misseswith two training traces

Training Missed detedions among TEK 10-17
TEK 0, 1 TEK 16

TEK O, 2

TEK 0, 3

TEK 1,2

TEK 1,3 TEK 10-17

TEK 2,3 TEK 10-17

To befair, Gedko gives better results (83% deteded) when trained
on TEK 0O, 1, or both, for which it was tuned. The other missed
detedions are due manly to a very high fase darm score
asdgned to TEK O when trained on TEK 2 or 3. We did na
attempt to tune Gedko for these other training sets.

Path and box modeling generally give good results on the TEK
data using a filter time wnstant of T from abou 4 to 10 ms,
subsample interval S T, k path segments or 20 boxes,
whether testing with or without sequential constraints.

54 VT1Results

As we mentioned, the VT1 set ladks baselines when used with
only one training series, so it is not possble to test Euclidean and
DTW on this data set. Instead, we test the generaizaion
cgpabiliti es of Gedko, path and bo« modeling. To do this, we
arbitrarily define the range 18 to 30V, low temperature and no
impedance & our normal set. There ae 7 traces in this range,
alowing us to train on a subset and wse the remainder as a
baseline. The 20 anomalies consist of low voltage, high voltage,
high temperature and impedance

In this experiment we train on V18, V22, V26 and V30. The
order is irrdlevant for Gedko and path modeling. For box
modeling the training order is V22, V18, V22, V26, V30,
following the recommendation d starting in the midde ad
repeaing the first trace(V22). An abnamd traceis courted as



deteded if the score is higher than all normal traces including the
three normal traces not used in training, V20, V24 and V28.
Results are shown in Table 4.

Table4. VT1test results.
Algorithm Pct
Gedo + RIPPER 95% (misses V20i45)
Path, T=5ms, k=20, R=k | 100%
Box, T=5ms, k=20, R=k 90% (misses V28T, V32T)

The missed detedions by box modeling are higher voltage, high
temperature anomalies such as V32T. These ae hard to deted
because the dfeds of high voltage and Hgh temperature cancd
out to produce anormal |ooking waveform.

The same range of path and box model parameters that work well
on the TEK data also work well on the VT1 data, except that
models with a sequentia constraint (R < k) tendto do poaly.

6. CONCLUSIONSAND FUTURE WORK
We introduced two time series anomaly detedion algorithms that
that are acarate, not opaque, editable, score eab data point
(online), efficient, and generalizeble from multiple time series.
We first extended feaure trajedory path models by introducing an
efficient but approximate method d testing whether a data point
lies between the trained paths. Then we diminated the test time
pendty for multiple paths by extending the MBR moded to
approximate the set of paths with a sequence of boxes in feaure
space A box modd is not quite as acarrate & a path model, but
isfaster.

We evaluated ou two methods (path and box modeling) against
three &isting methods (Euclidean, DTW, Gedko) with the shuttle
valve data from NASA. For the TEK data, compared to existing
algorithms, our methods deteded more @namal traces. For the
VT1 data, our methods deteded similar or more &namal time
series.

We do nd pretend that path or box models are gpropriate for all
time series. Some work is required to tune parameters to a data
set, but this is no dfferent than most other anomaly detedion
systems. However these models have the nice property that they
can be visualized, which shoud aid in verifying their corredness
or modifying them manually to add damain spedfic knowledge.
Wedid na diredly test this cgpability, however.

In addition to the valve data, path and box modeling have been
tested on spring-mass and kettery charger simulations with good
results.  Future work will include online testing to identify
anomalous points within a time series, comparison with other
algorithms such as CDM, and testing on aher data sets, such as
arrhythmia detedionin ECG traces.
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