
Chapter 3

Parallel and Distributed Search

The value of the network is proportional to the square
of the number of people connected to the network.

Mecalf ’s Law of Connectivity

I n this chapter we learn about advantages offered by distributed systems, as well as about
problems encountered when such systems are exploited. After reading this chapter you are

expected to know:

• Some major types of parallelism and examples of applications.

• Major types of approaches that exploit parallelism.

• Some concepts of privacy in distributed applications.

In 1994, a friend from a higher level class told me an important idea he has just learned:
“Rather than designing huge and complex computers, it looks more promising to design simple
ones that can cooperate.” (Ţudic 1993). Many find this idea to be very interesting and realistic.
This chapter introduces a few cooperation notions and related applications. We end introducing
two philosophies for distributed computations: synchronous respectively asynchronous approaches.

3.1 Hardware, Multiprocessors, and Internet

The distribution of the computation has appeared no later than the computation hardware. Even
the first mechanical computing machines can be seen as a set of very tightly cooperating subsystems
(e.g. a set of gears grouped for representing a digit, or even a gear as an agent). Allegedly, it is
philosophically difficult to define a BDI agent1 in a way that excludes a thermostat. An electronic
circuit can be modeled and simulated as a set of agents, (e.g. one agent for each element: transistor,
resistor, inductance, capacitor, connection). In one’s imagination, one could go even further,
thinking at electrons and protons as agents.

SIMULA, the first object-oriented programming (OOP) language was designed for simulation.
It was obvious that is natural to represent electronic elements as stand-alone objects. However,
in OOP the objects are inert and it is hard to design centralized schedulers to naturally and
efficiently simulate asynchronous interactions. Agent-oriented programming (AOP) is an elegant
approach that gives independent life to some objects. While such an approach can help in easily
and naturally designing a simulation, it is not a guarantee of efficiency. (Debes 2000) explains that
a number of threads higher than the number of available processors should be expected to reduce
efficiency due to management overhead.

While multi-threading on a processor is not a source of efficiency, the parallelism that can be
offered by real hardware can help. There exist different such alternatives:

1Agent with beliefs, desires and intentions.
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• The (SETI ) project exploits a huge number of computers that are linked to Internet, by
using them when they are idle. It uses a screen-saver to perform the intensive computations
distributed by the project.

• (Debes 2000) describes how elements of a standards PC (hard-disk, memory cash, optimized
instructions, video-cards) can be exploited for speeding up expensive computations.

• Massively parallel computers, multiprocessors, and clusters can help for both: small and
large grain parallelism.

For a sequential algorithm, the state space is parametrized by possible local states and time.
When real parallelism is taken into account, a faithful representation of the reality has to represent
the state of each point in space (e.g. positions of messages along connections). Such an approach
is technically impossible, and in the next sections we discuss some solutions.

3.2 Exploiting Parallelism

In nature, everything happens concurrently and asynchronously, offering often a wonderful example
of distributed convergence and/or equilibrium. However, when people from successful cultures
meet together in a conference room, they prefer to act synchronously: only one person speaks at
a moment. Why does this happen?

It looks like local search processes found in nature perform well asynchronously, but logical
reasoning performed by people rather seems to be sequential2. The development of asynchronous
complete protocols cannot find much inspiration from such small communities, especially as these
tend to use shared media (a room).

Now, it is easy to understand why synchronous techniques have been around many years before
asynchronous ones. The synchronism is efficient for small and closely situated societies. The asyn-
chronism is hard to manage. Is it unnatural and clumsy? It clearly requires an excessive amount of
accounting which is difficult for humans. It can offer gains in communication, specially when there
are no shared media. While this is decisive for the victory of synchronous protocols in conferences,
computers are favored by asynchronism. Additional accounting is needed by computers, but it can
lead to less losses than the gain from communication power.

The advent of multiprocessors and clusters made it possible to benefit from parallel reasoning.
To easily understand and control the processes, the computations are typically synchronous.

3.3 Distributing Problems

The availability of many computer systems is naturally exploited for solving parallelly a centralized
problem. There exists also a class of problems called: multi-party computation. The multi-party
computation problem is also referred to as a distributed problem. Compared to problems that are
distributed artificially in order to benefit from some type of parallelism, the distribution of the
multi-party computation is natural.

Note that some problems are initially centralized and can be distributed for security rea-
sons (Goldwasser & Bellare 1996).

The protocols presented in this thesis are usable for all types of distributed problems (naturally
or artificially distributed). However, for artificially distributed problems the key motivation is the
efficiency and the most important factor is the way in which the problem is distributed. In this
thesis we do not address at all techniques for distributing centralized problems and we have no
intention to use them. From this point of view, the techniques described here are tuned only for
naturally distributed problems.

One of the first detailed general definitions of distributed problems is:

2However, besides senses, people also speak about reasoning processes that are subconscious, in parallel to the
main activity of the brain.
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Definition 3.1 ((Khedro & Genesereth 1994)) A problem-solving agent has the following at-
tributes:

• Objects: objects represent the variables for which an agent has to find values.

• Hard Constraints: hard constraints represent those objective requirements and procedures that
must be met to ensure a correct solution by an agent.

• Soft Constraints: soft constraints represent criteria that can be relaxed and are not essential
for achieving a correct solution.

• Interests: interests refer to parts of the information an agent desires to know about. The
interests of different agents typically overlap because of the sharing of common and related
objects.

• Authority: authority refers to the objects over which an agent is able to make a decision that
concludes a disagreement or conflict among agents.

• Goal: the goal of an agent is to find a local solution that satisfies both its hard and soft
constraints.

• Current Solution: the current solution refers to the local partial assignment of values to some
objects at a particular time.

In our approach we treat similar problems with the following differences:

• We do not classify constraints in hard and soft ones, as they are all assumed private. This
incurs no loss of generality for multi-party computations, since all the constraints are treated
as soft ones. Other agents don’t know whether a constraint can be removed or not. For
artificially distributed problems and problems with public constraints, the hard constraints
can be revealed to all agents, but extensions of this framework may be required.

• No current solution is defined. This is algorithm-related and many recent algorithms have a
nature that makes this notion superfluous.

Later we also extend this framework in several ways, the most important being the support for
modeling privacy requirements.

3.4 Distributed Computations

An important feature required in complete search is the coherence. The coherence is the property
of obtaining identical ordering on decisions by all participants. There exist several outstanding
examples of structures offering coherence in nature. Recently people have been inspired by ants
societies. In this thesis we inspire often from democratic societies in their both pure variants:
top-down and bottom-up.

3.4.1 Synchronization Makes Life Easy

We have already argued that synchronous protocols are simple to manage, natural, and quite
efficient for many problems. The most simple synchronous algorithm is the Synchronous Back-
tracking (Yokoo et al. 1992). It is the exact distributed counterpart of Chronological Backtracking
(BT) where the assignment of each variable is performed by a distinct agent. The information
required for this action is transmitted in a synchronous manner from the agent of the current
variable (in the equivalent BT) to the agent of the next current variable.

Typically, the synchronous algorithms consist of sequences of asynchronous epochs, delimited
by synchronization points. The basic synchronous search algorithm described in (Yokoo et al.
1992) has epochs consisting of exactly one message. Several authors describe algorithms where
epochs consist of consistency achievement rounds (Collin et al. 2000; Tel 1999; Meisels & Razgon
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2001). (Armstrong & Durfee 1997) compares several heuristics for synchronized reordering in an
asynchronous search algorithm that stores all the nogoods. That asynchronous search is interrupted
each time a new order is proposed, such that the new order can be synchronized among agents. An
epoch consists of asynchronous search. (Collin et al. 2000) also describes SyncDFSTBranching, an
algorithm where some synchronization points are used to control the splitting of a set of solving
agents that define disjoint subproblems. Synchronization points of recursive splits are passed in
parallel and asynchronously for different branches.

Other synchronous algorithms (e.g. FC-CBJ) appear in (Solotorevsky et al. 1996a). The Pe-
ripheral First Central After (PFCA) and Central First Peripheral After (CFPA) algorithms (Solo-
torevsky et al. 1996a) are simple and robust approaches to problems that can be modeled with
the canonic model that they define. CFPA can be seen as an application of SyncDFSTBranch-
ing (Collin et al. 2000) to a dual model of the problem.

3.4.2 Asynchronous Computations

The asynchronous computations are inherent to distributed settings. They occur in some measure
in all synchronous protocols (building their epochs). Asynchronism offers robustness to timing
delays and opportunities to enforce privacy policies. But asynchronism is difficult to manage and
multiplies parallel messages, harming efficiency for networks with shared communication media
(e.g. Ethernets). This thesis mainly deals with asynchronous protocols.

3.4.2.1 Incomplete approaches

Many asynchronous approaches to distributed problems do not consider the completeness. They
are not analyzed here. Some of them approach problems that are very related to the ones in
this thesis, such as (Sathi & Fox 1989; Berry et al. 1992; Hannebauer 2000), as well as extensive
research by Durfee, Denzinger, Lesser, Sycara.

3.4.2.2 How to achieve consistency

The local consistency achievement algorithms are among the first complete asynchronous al-
gorithms that have been developed. Consistency achievement is, typically, a logical process
without backtracking and can be easily understood asynchronously. Such an algorithm for
hardware, described in (Swain & Cooper 1988), is cited in (Tsang 1993). Analysis for imple-
mentations on multi-processor machines is described in the famous work of (Kasif 1989; 1990;
Kasif & Delcher 1994).

One of the first description of consistency achievement asynchronous algorithms for clus-
ters and network of computers is described in (Zhang & Mackworth 1991). Several other
distributed algorithms for achieving arc consistency are described in (Baudot & Deville 1997;
Hamadi 1999a). A variant reduced to describing distributed achievement of bound consistency in
a very nice framework appears in (Monfroy & Rety 1999).

3.4.3 Correctness, Completeness, Termination as Liveliness and Safety

The Distributed Systems community defines two general types of properties:

• Safety properties are invariant properties (e.g. bad things will never happen).

• Liveliness properties are properties that eventually hold (e.g. an answer is eventually pro-
vided).

The Distributed CSP community has developed three terms to describe wished properties of
algorithms:

• Correctness is the property of the algorithms for which each announced solution satisfies the
requirements.
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• Completeness is the property of the algorithms that do never return failure when a solution
exists.

• Termination is the property of an algorithm of eventually returning a solution or failure.

The completeness can be formulated as a safety property, no lie can be generated. Many
DisCSP algorithms ensure completeness by sticking to logical inference. The termination can also
be formulated as a liveliness property: eventually, no message will be exchanged.

3.4.4 Cost of Sequential Messages

The way of evaluating and robustly comparing algorithms is often debated for the distributed
case (Meseguer 2001). While the goal is to estimate some effort and running time, we follow
general practice in constraint satisfaction and prefer to avoid implementation details and running
environment by accounting messages and constraint checks. Candidate parameters are:

• Total number of Messages (TM). The total number of messages is a measure of the overall
network load generated by a protocol. A good Internet citizen wants to reduce the overall
load. For Ethernet LANs and other shared media, TM is also a good evaluation of the time
efficiency (used in (Bessière et al. 2001)).

• Total number of constraint Checks (TC). The total number of constraint checks is a measure
of the overall time lost by involved participants. When the protocols are used between threads
on a single processor machine, TC is a good evaluation of the time efficiency, especially if
the management in activating threads is also measured.

• Total number of transferred Bytes (TB). The total number of transferred bytes is a more
exact variant of TM. However, it should take into account IP headers and padding bytes.

• Longest Sequence of Messages (LSM). The longest sequence of messages is a measure of the
duration of the computation (the Lamport’s logic clock). It is a good estimation especially
for the case of remote agents with small problems. This is what we have used in the most
recent work (Silaghi et al. 2001l; 2001h).

• Longest Sequence of constraint Checks (LSC). The longest sequence of constraint checks is a
measure of the sequential complexity of the problem. On a parallel computer, LSC is a good
measure of the time efficiency of the algorithms. We have used it as measure at abscissae
value 0 (message cost / check cost) in the graphs evaluating AAS (Silaghi et al. 2000a).

• Longest Equivalent Sequence of constraint checks (LES). The longest equivalent sequence of
constraint checks assigns to each message a cost φ measured in constraint checks and then
measures LSM counting local checks as events with logical cost 1. When the cost of a message
is well estimated, LES is a good measure of the time efficiency. The graph we have built for
evaluating AAS in (Silaghi et al. 2000a) is built by taking several values for φ.

According to (Meseguer 2001), LES may have to include equivalent cost for message sizes.
This can be important for parallel computers and even for Ethernets. As in this thesis we
focus on private problems, remote agents and relatively short messages, we did not consider
this issue.

• Number of Simulator Rounds (NSR). Many researchers evaluate distributed algorithms using
simulators. Such simulators have rounds of message treatment. NSR counts these rounds as
an approximation of LSM.

• Number of Simulator constraint Checks (NSC). Users of simulators can estimate the LSC by
summing the longest set of constraints checks in each round.

• Number of Equivalent Simulator constraint Checks (NESC). Users of simulators can estimate
the LES by summing the longest set of constraints checks in each round with the number of
rounds multiplied by φ. This was used for evaluating ABT in (Yokoo et al. 1992).
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As discussed for each measure, most of them reveal interesting characteristics. Unfortunately,
each asynchronous run of the same problem gives different results and runs on different architectures
and network configurations are expected to be different. For better illustration of these phenomena,
the averageM and the dispersion σ(M) of each measureM should be estimated for given problems.
Such average dispersions and dispersion of dispersions can then be used to characterize algorithms
(e.g. (Bessière et al. 2001)).

The following measures can be recommended for characterizing protocols:

• for algorithms aiming at remote agents: LSM/LES (or NSR, NSC, and NESC for simulators).
LES should be preferred to LSM when local problems are hard. A version of LES called LES+
can include an equivalent number of checks for both reception and send events. Nevertheless,
TM could be an additional cheaply measured property.

• for algorithms aiming at Ethernets: TM/TB and LES (or NSR and NSC for simulators)

• for candidates to multi-threading algorithms on a single processor: TC

• for candidates to multiprocessors: LSC and LES

Experiments discussed in the following were performed using the MELY platform that I have
developed specially for interaction between remote agents (see Chapter 20). A large part of the
MELY platform was implemented within a single semester project by Michel Galley. The MELY
platform in its current implementation supports the computation of LSC and LES (including LSM).
Most graphs are built using exclusively LSM.

3.5 Privacy
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Figure 3.1: Cryptography defends participants from outsiders.

Security is an issue that has developed together with the communication. Cryptographic algo-
rithms had been already used by Romans. They are useful for defending a group against outsiders
(see Figure 3.1). In multi-party satisfaction, we are also interested in keeping information secret
from an attacker that controls a set of participants, and from other participants. Moreover, here
we also assume that we equally distrust all other participants.
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3.5.1 Trusted party

When several participants decide to solve a problem, the trivial way of maintaining their privacy
is to use a trusted party Ω (Figure 3.2). If Ω is trustworthy and the channels between participants
and Ω are secure, then no other privacy is lost, except the one revealed by the solution announced
by Ω. For computing this solution, Ω gets a global view of the secret problem and can use an
optimized adaptive algorithm to solve it efficiently. The inherent drawbacks are:

• few people believe in secure channels over the Internet and many do not accept to use it for
transferring Credit Card numbers.

• for very dynamic problems, to avoid becoming a bottleneck, Ω has to use a distributed
algorithm. It may no longer be more efficient than a direct contact approach.

• if Ω is not trustworthy, all the secrets are lost without the awareness of any participant. This
may happen when Ω is trustworthy, but his processor is controlled by an attacker.

• the description of the problem may be more complex than its resolution. This can appear
for meeting scheduling when human preferences are hard to define.

• if the problem is too complex and Ω is not able to compute an optimum, Ω will use some
heuristics for choosing a suboptimal solution. It will have to choose agents that are disfavored.
In eighties, some authors mentioned that strategies preferred by agents could be transmitted
to Ω together with the description of the local problem.

• a solver may be hard to setup if the participants require proof of trustworthiness from Ω.

Figure 3.2: A trusted party may receive the control of the computation.

The simulation of Ω among participants is an alternative solution which is more robust (only
several cooperating untrustworthy agents are dangerous) (Goldwasser & Bellare 1996). However:

• in add-hoc computations, as well as in traditional ones, the absence of a dangerous coalition
(set of corruptions) cannot be assumed.
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• the efficiency drops irremediably. (Hirt et al. 2000)

Further, we describe solutions where the agents are always aware of the quantity of secrets that
they give away. Moreover, they can control it rather than letting the control to Ω.

3.5.2 Leaking Knowledge

Before discussing how to enforce privacy, we first have to define what privacy and security is. Some
types of security concerns are:

• the hiding of information

• the authentication of information

(Maurer 2001) mentions three types of hidden information:

• the content of a message (confidentiality)

• the identity of a user (anonymity)

• the existence of information (steganography)

There exist several problems where information has to be authenticated: electronic money,
protection of digital sound and images, proof of the fact that a certain information can be deduced
from accessible sources (Silaghi et al. 2001k).

The first definition of Distributed CSPs (Yokoo et al. 1992) can be extended to model privacy
of domains. Asynchronous backtracking (ABT), as presented in (Yokoo et al. 1998), is able to
solve problems where proposals on variables can be made only by the owner of the variable. This
peculiarity opens the door for the first approach to privacy: privacy of domains. Since only the
owner, A, of a variable, x, can make proposals on the assignment of x, the domain of x can remain
private to A. Parts of the domain of x may have to be revealed during search, but chances are
that some values remain private:

• either by stopping when a solution is found, or

• by discovering that some proposals are already ruled out by constraints provided by other
agents.

Definition 3.2 The privacy of domains is a security concern in Distributed CSPs where agents
want to hide the (in)existence of some values for their variables.

This is a natural way for modeling cases where a customer wants to suggest that some price
is out of question, whatever the object is. The local problem of an agent in a model with private
domains is defined by:

• owned variables

• foreign variables

• predicates.

Such a local problem for an agent Ai can be denoted as:

CSP(Ai)={owned variables|foreign variables|predicates}.

Privacy of domains can be dually understood as hiding the possibility of constraint relaxation –
the possibility of choosing other values. In that model we speak about privacy of constraints (Silaghi
et al. 2000a). This removes the distinction between foreign and owned variables:

CSP (Ai) = {variables|predicates}.
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Definition 3.3 The privacy of constraints is a security concern in Distributed CSPs where agents
want to hide their (dis)agreement with a certain set of assignments.

Example 3.3 To exemplify the generality of this approach, consider the case when a customer
wants to hide that he accepts to pay more for green shoes than for yellow ones. This cannot be
modeled with privacy of domains when the customer has the price as variable and the seller has
the type of shoes as variable.

For a given model of a problem (choice of variables and constraints), the privacy of constraints
is more general than the privacy of domains. Nevertheless, for any requirement that can be
modeled with a privacy of constraints there exist always a model where the same requirement can
be modeled with a privacy of domains.
Example 3.4 For example, the variable of the customer can be the tuple: (type of shoes, price).

The next proposition is an outcome of a personal discussion with Milind Tambe at AA’2000.

Proposition 3.1 Any global problem modeled with private domains can be modeled with private
constraints. Any global problem modeled with private constraints can be modeled with private do-
mains.

Proof. This proposition is related to of the equivalence between primal and dual CSP representa-
tions (Bacchus & Van Beek 1998). Any DisCSP with private domains P1 = {CSP (A1)={ov1|fv1|p1}, ...}
is equivalent with the DisCSP with private problems P2 = {CSP (A1)={ov1∪fv1|p1}, ...} where the shared
variables can take any value, but their owners know unary constraints restricting them and having the
function of the corresponding private domains.
Let us recall that the notation xi|x stands for the element of the tuple xi, that corresponds to the

variable x.

Any DisCSP with private problems P2 = {CSP (A1)={v1|p1}, ...} is equivalent with the DisCSP with

private domains P1 = {CSP (A1)={{x1}|v
′
1|p

′
1}, ...} where:

v′i = ovars(agents(vi)) \ {xi};

agents(vi) is the set of agents enforcing predicates involving variables in vi,

ovars({A}) is the set of variables owned by agents in {A}.

p′i consists of a set of predicates {xi|x=xj |x|xj∈v
′
i, x∈vi}, and of a unary constraint restricting xi to take

values among tuples that are solutions for pi.

Example 3.5 Let us choose a problem modeled with private variables, consisting of two agents:
A1 and A2.
CSP(A1)={x, y||x, y∈{0, 1}, x+y=1}, and
CSP(A2)={z, t|x, y|z, t∈{0, 1, 2}, z+t=2, x+z−y−t=2}. With no modification, this problem can be
considered to have private problems (vars(A2)={x,y,z,t}).
Example 3.6 Given a problem with three agents:
CSP(A1)={x, y|x, y∈{0, 1, 2}, x+y=2},
CSP(A2)={x, z|x, z∈{0, 1, 2}, x+z=2}, and
CSP(A3)={y, z|y∈{0, 1}, z ∈ IR, y+z=2}.

An equivalent model with private variables is:
CSP(A1)={a||a∈{(0, 2), (1, 1), (2, 0)}},
CSP(A2)={b|a|b∈{(0, 2), (1, 1), (2, 0)}, b|1=a|1}, and
CSP(A3)={c|a, b|c∈{(0, 2), (1, 1)}, c|1=a|2, c|2=b|2}.

While the initial version of ABT requested that A3 owns at least one variable, we introduce
the dummy variable c. ABT can be easily modified to allow for agents with no variable, such as
CSP(A3)={|a, b|a, b∈IR2, a|2+b|2}.

The difference between privacy on variables and privacy on problems is only functional, i.e.:
With privacy on problems, several agents may cooperate for defining an assignment of a variable,
allowing for abstractions which can have an impact on the amount of revelations (Silaghi et al.
2000a). With privacy of domains, algorithms typically order agents in such a way that owners of
domains are not explicitly asked for any given value in their domains. A framework that generalizes
and combines these properties is given in Chapter 9.

An estimation of privacy loss function of agent intelligence, described in (Freuder et al. 2001),
is based on the number of revealed tuples. The next sections introduce a framework for modeling
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agent behavior regarding privacy loss. A model based on utilities is then analyzed. It is shown
how features in protocols add new opportunities for privacy maintenance.

There exists some tradeoffs for hiding constraints or domains. (Meseguer & Jiménez 2000)
studies efficiency effects for revealing parts of the constraints versus revealing domains. (Freuder
et al. 2001) discusses several experiments where each revelation of an accepted tuple is accounted
for an amount of privacy loss.

The classification developed by Kondrak (Kondrak 1994a) does not extend straightforwardly
to privacy. While (Kondrak 1994a) compares the reached search tree nodes, the privacy compares
the reached tuples. Later we will show how a certain hierarchy of protocols with respect to privacy
can be built.

Note that the privacy of a protocol run does not depend only on the protocol definition. It also
depends strongly on the agent strategy and on the communication timing.

3.6 Summary

In this chapter we have discussed sources and applications of parallelism and distribution. Now
you are expected to know:

• The definitions for parallelism and distribution in this thesis.

• The difference between synchronism and asynchronism in distributed algorithms. Any dis-
tributed algorithm has some asynchronous epochs.

• The relevance of different types of ’costs’. Several measures of the efficiency of a protocol
have different relevance in different contexts.

• Some models of privacy in DisCSPs. One of the main applications of the distributed algo-
rithms are directed toward privacy enforcement.


